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Motivation Key Idea

AV-LLMs can exhibit a clear modality bias toward video. Separate first, integrate later.

| We hypothesize that this stems from data bias: Fork modalities in early layers, merge them for joint reasoning!
video—text pairs are abundant, whereas audio—video—text pairs are scarce.
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Main Results

~ Increasing L, , shifts attention from video to audio (VideoLLaMA2) \ - Model VideolLLaMA2 video-SALMONN Qwen2.5-Omni
Benchmark Vanilla FMD Vanilla FMD Vanilla FMD
T T —ousis.__Layer wise Audio Ztention AVHBench
g B A-V 80.02 80.45 68.69 70.51 80.77 81.30
: VoA 77.03 77.52 62.39 65.41 71.20 71.77
E AVmatching | 57.75 | 59.01 +126 | 4946 | 5477 +531 | 7745 | 78.22 +0.77
= AV captioning 2.84 2.95 1.83 2.01 3.25 3.36
e Audio-Visual QA & Video Understanding
AVQA 00.23 61.46 28.20 40.46 86.49 86.61
" An early fork already lowers video attention and raises audio attention. MUSIC-AVOA 381 .30 81.50 44 48 50.60 N/A N/A
AVUT 44 44 45.13 32.36 32.85 N/A N/A
— Toodeep hurts vision: fork early 1 | WorldSense 29.41 29.91 5620 | 57.83 N/A N/A
ours: 4 A-V Question ours: 4 V- A Question ours:4 AV Matching Question 1 A
E: 77:5- All 21 comparisons in the table AV matching, video-SALMONN AVQA, video-SALMONN (zero-shot)
g 75.0 - Improve over vanilla 49.46 > 54.7777 28.20 - 40.46
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" Deep forks improve V-A but hurt A»V and AV matching.

Efficiency: Only Early Layers Run Twice

The sound of a train gradually accelerating

— vs. test-time decoding methods (VideoLLaMA2, AVHBench)
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Decoding AVHBench accuracy (%) + Relative latency Q. What's driving in the video? (A) Cable car (B)Eatfruit (C) Train (D) High-speed rail
A>V V-A AV Mat. Vanilla: (A) Cable car [ FMD: (C) Train (correct) ] Audio resolves the visual ambiguity.

Vanilla 80.02 '77.03 57.75 1.00x
Dola (Chuang et al., 2024) 09.54 03.44 48.55 1.59x COnC| usion
VCD (Leng et al., 2024) 75.96 09.67 52.52 2.05x

( e &A not
SID (Huoetal, 2025) /8.5 /282 0502 2.09x = FMD: separate early, merge later, without training. urﬁ?{oer = n_ -
FMD (Ours) 80.45 77.52 >9.01 1.26x " Mitigates modality bias; improves all main results. '

* Higher accuracy than SID/VCD (= 2x) at only 1.26x latency. " Only early layers run twice: 1.26x latency.
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